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1 Energy, work and heat

The internal energy E of a system is a state function—that is, we can in
principle determine the energy from the various state variables of a system.
For example, in a PVT system the internal energy is a function of the pressure
P , volume V and absolute temperature T . (Of course, given an equation of
state, the number of independent state variables is only two.)

If Ei and Ef are the energies of the initial and final states of a process,
the energy change is ∆E = Ef −Ei. Note that we do not need the know the
details of the process; we only need to know the initial and final states. If the
initial and final states are the same, as in a cyclic process, then ∆E = 0. We
know this even if we do not happen to know the exact formula for calculating
E.

Energy may be transferred between a system and its surroundings as
either work or heat. Work is energy transfer associated with some kind of
force acting through a displacement. For now, we will think about mechanical
work, like the work done by an expanding gas as it pushes against a moving
piston.1 We denote byW the net work done by the system on its surroundings
during a given process—the net work output of the system.

1The concept of work can be generalized to magnetic or electrical or chemical varieties.
In each case, the work is associated with a kind of generalized “displacement”—a change
in one or more macroscopic variable, like an overall magnetization or a total electric charge
or the amount of some chemical substance.
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Heat is a kind of energy transfer between systems that happens when the
systems are in contact with one another, even if there are no macroscopic
displacements of any sort. As we will see later, heat transfer is associated
with temperature differences between systems. Generally speaking, when
heat is added to a system its temperature increases. The net heat transfer
into a system—the net heat input to the system during a process—is denoted
Q.

Energy is conserved, which means that the internal energy of a system
can only change if it exchanges energy with its surroundings. If a net amount
of heat Q is added to the system, and the system does a net work W on the
outside world, its energy will change by

∆E = Q−W. (1)

This is the First Law of Thermodynamics, and it is a big deal. It is essentially
the law of the conservation of energy.

Each of the terms in Equation 1 can be measured—that is, deduced from
observations of the system and its surroundings. The First Law is thus an
experimental fact, supported by many laboratory tests. Once the First Law
is established, however, we can use it to determine ∆E, Q or W for a process,
if the other two are known.

∆E only depends on the initial and final states of a system, but Q and W
depend on the whole process in between. That is, knowing only the initial
and final states is not enough to determine either the net heat input Q or
the net work output W , but it is enough to determine the difference Q−W .

Notice that there is no such thing as the “work content” or “heat content”
of a system. Strictly speaking, the terms work and heat refer to ways in which
energy is exchanged, not to different types of energy content. The heat input
Q is not by itself the change in any property of the system; nor is W . There
are a few special situations, however, in which things are a bit simpler.

• If the system cannot undergo any sort of displacement—for instance,
if we confine a PVT system to a container with a fixed volume—then
the work W = 0. In this case, ∆E = Q. Then Q is the change in
something, and E might be thought of as the “total heat content” of
the system.

• If the system cannot exchange heat with its surroundings—for instance,
if we put it inside a perfectly insulating container—then the heat Q = 0.
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Such processes are called adiabatic. In this case, ∆E = −W . Then W
is the change in something, and E could be thought of as the “total
work content” of the system.

Heat and work seem so different that they were not at first recognized as
the same kind of thing. There was no overall concept of “energy”. Work was
a purely mechanical idea, an abstract quantity involving force and distance.
Heat was thought to be an invisible fluid called “caloric”. The amount of
caloric a system had depended on its temperature. Heat and work were
measured in very different ways.

The real connection between work and heat was discovered by Benjamin
Thompson, an Anglo-American scientist who is remembered to history as
Count Rumford. In 1798 he was supervising munitions manufacture for the
Prince-Elector of Bavaria. He noticed that the process of boring out a cannon
generated a huge amount of heat. The water used to cool the brass of the
cannon could easily be brought to the boiling point. Rumford noted that the
only thing put into the system was work (as the boring machine was pushed
round and round), and if a dull boring bit was used, then the brass of the
cannon underwent no net change. Nevertheless, enormous amounts of heat
came out of the system. Rumford concluded that work and heat were the
same sort of thing. Few people appreciated his insight at the time.

In the 1820’s Sadi Carnot studied heat engines, which are machines (like
the steam engine) that take heat as input and produce work—in some re-
spects the opposite of Rumford’s boring machine. Finally, around 1845 Julius
von Mayer and James Prescott Joule formalized the general notion of energy.
They determined the quantitative equivalence of heat and work, and stated
the First Law (Equation 1).

2 Heat capacity

Consider a system for which W = 0. (For example, solids and liquids are
nearly incompressible, so their volumes do not change much. We may assume
W = 0 for them.) If we add an amount of heat Q, then the temperature of
the system changes by ∆T . The heat added is typically proportional to the
temperature change:

Q = C∆T, (2)
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where C is the heat capacity of the system. The units of heat capacity are
J/K. Heat capacities are always positive.2

The heat capacity of a system may depend on the various properties of
the system, including the temperature itself, so strictly speaking Equation 2
is only valid for small changes ∆T . For many systems, however, C is nearly
constant over a wide range of temperatures.

If C is small enough, then even a small heat transfer Q may result in a
large temperature change ∆T . Conversely, a large heat capacity C means
that a system may absorb a large amount of heat Q and only experience a
small change ∆T in temperature. The heat capacity depends on the size of a
system. A pile of bricks, for example, has a larger heat capacity than a grain
of sand. So the heat capacity of a piece of some substance is proportional to
the amount of that substance. This is usually written

C = mc, (3)

where m is the mass and c is called the specific heat capacity (or just specific
heat). The specific heat capacity c is a property of the substance in question.
It has units of J / K kg.

A slightly old-fashioned unit of heat energy is the calorie.3 One calorie
is the heat input required to raise one gram of water by 1◦ C (the same as 1
K). It turns out that

1 cal = 4.186 J. (4)

Thus, a gram of water has a heat capacity C of 4.186 J/K. This means that
the specific heat of water is 4186 J/K kg.

Heat capacity is the key idea in a calorimetry experiment. Suppose we
have a system comprising two parts. System #1 has a heat capacity C1 and
an initial temperature T1i. System #2 has a heat capacity C2 and an initial
temperature T2i. We bring the two systems together inside an insulating
container (a calorimeter) so that no work is done and no heat is exchanged
with the outside world. Eventually we observe that the two systems come to
the same final temperature Tf . Since the overall system does not exchange
energy with the outside world, it must be that

0 = ∆E = ∆E1 + ∆E2 = Q1 +Q2. (5)

2Or almost always. One of the many weird things about black holes is that they have
negative heat capacities. More about that later on in the course!

3The food calorie, a measure of the metabolic energy content of food, is actually a
kilocalorie. It is usually written with a capital letter: 1 Cal = 1 kcal.
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In terms of heat capacities and temperature changes, this is

0 = C1∆T1 + C2∆T2 (6)

where ∆T1 = Tf − T1i and ∆T2 = Tf − T2i.
There are lots of good things to notice here.

• We are really considering three different “systems”: #1, #2, and the
combination of the two. The First Law applies to each of them.

• Since only temperature differences matter, we can use the conventional
Celsius temperatures in place of the absolute temperatures. This is a
handy shortcut in calculations.

• We could use Equation 6 to determine the heat capacity C2. We put
system #2 together with something of known heat capacity C1, perhaps
some mass of water, and measure how the temperatures change.

• If we know both heat capacities, then Equation 6 can predict the final
temperature Tf of the combination. Substituting expressions for ∆T1

and ∆T2 and then solving for Tf is left as an exercise.

Let’s do a sample calculation to show how this works. Imagine we have a
small cube of metal that is heated to 90◦ C. We put it into an insulated cup
containing 100 g of water at the room temperature of 25◦ C. When the cube
and water reach the same temperature, we measure this to be 30◦ C. What
is the heat capacity of the cube?
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Call the water system #1 and the cube system #2. From our discussion
of specific heat, the heat capacity C1 of the water is (0.1 kg)(4186 J/K kg)
≈ 420 J/K. The temperature changes are

∆T1 = +5 K ∆T2 = −60 K.

Therefore

C2 = −C1∆T1

∆T2

= 35 J/K.

If we measure the mass of the cube, we could also work out its specific heat
capacity.

By the way, it is interesting to consider how a real experiment of
this kind might differ from an ideal experiment. The fact is that
it is hard to insulate things perfectly. That means that some heat
will leak into or out of the system, depending on whether the sys-
tem is below or above the ambient temperature. In the example
above, the final temperature is slightly above room temperature,
so some heat will leak out. The actual final temperature reading
will be a little too low. Think: How will this affect our measure-
ment of the heat capacity of the cube? Will our measured value
of C2 be too high or too low?

Such problems are sometimes a bit tricky to set up, but the essential
principle at work is not very difficult to understand. All such problems are
ultimately based on the First Law.

3 Work in PVT systems

When a PVT system changes volume, the pressure forces can do work on the
surroundings. This is a general fact for any sort of volume change, but it is
easiest to analyze by returning to the cylinder-and-piston arrangement from
the last lecture.
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Suppose the piston moves out a tiny distance dx. The total change in volume
is dV = Adx, where A is the cross-sectional area of the piston. The tiny
work dW done by the system on its surroundings during this displacement
is therefore

dW = F dx = PAdx = P dV. (7)

This can be positive or negative, depending on the sign of dV . As the
system changes volume, the pressure may also change. Thus, to determine
the total work done during an entire process P, we have to compute an
integral. Symbolically,

W =

∫

P
dW. (8)

In conceptual terms, an integral is simply the sum of a huge number of tiny
pieces. The integral symbol

∫
is itself an elongated “S”, standing for “sum”.

The subscript P indicates that the sum is taken over small segments of the
process P.

One way to understand this is to plot the system’s history on the PV
plane. The system starts out in the initial state i with volume Vi and pressure
Pi—that is, at the point (Vi, Pi) in the PV plane. The changes in pressure
and volume traces out a curve in the plane, ending up at the final point f
with coordinates (Vf , Pf ).
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Each tiny step along the curve involves a work dW = P dV . The total
work done during this process is

W =

∫

P
P dV. (9)

Graphically, the work is therefore the area under the curve for P in the PV
plane, as we see in the diagram above.

This tells us why, for instance, the work W does not only depend on the
initial and final states. Consider two different processes that begin at i and
end at f , as shown here.

The two amounts of work are not equal: W1 6= W2. Nevertheless, the two
different processes P1 and P2 begin and end at the same states. Thus, ∆E1 =
∆E2. It must be, therefore, that the two process involve different amounts
of heat transfer into the system, so that Q1 6= Q2.

8



Question: In the diagram, W1 > W2. So which one is greater,
Q1 or Q2?

We can also imagine a cyclic process that begins and ends at the same
state.

The cycle is composed of two parts, one of them process P1 above, and the
other a reversed version of process P2. The work done on this lower section
is just −W2, the negative of the work for process P2. (If you move from right
to left on the PV plane, the area is negative.) The net work W done by the
system on its surroundings during the whole cyclic process is just the upper
area minus the lower area—in other words, the area inside the closed PV
curve.

Since the process is cyclic, ∆E = 0. Therefore Q = W : the enclosed area
also equals the net heat input Q of the system. (This is true for a cyclic
process as a whole, but of course it need not be true for the individual stages
of the process.)

4 Ideal gases

If our PVT system is an ideal gas, then we can work everything out much
more definitely. An ideal gas has three properties that make things easy:

I. Equation of state. The ideal gas has a simple equation of state:

PV = νRT. (10)
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II. Molar specific heat. If we hold the volume constant, most ideal
gases have a nearly constant heat capacity (at least for ordinary lab temper-
atures). We write this heat capacity as CV (with the subscript reminding
us that we are keeping V fixed as we exchange heat). The heat capacity is
proportional to the amount of gas in the system. We define the molar specific
heat cV to be the heat capacity per mole:4

CV = νcV . (11)

The molar specific heat has units of J / K mol, exactly the same as the gas
constant R. We may write α = cV /R, where α stands for some pure number.
Observations show that α > 1, but its exact value depends on the type of
gas. For helium gas we find α = 3/2; for nitrogen gas (N2), α = 5/2. (This
is also the approximate value for air, a mixture of mostly N2 and O2.) Later
on we will try to explain these (extremely interesting and suggestive) values.

III. Free expansion. Ideal gases have an especially simple behavior in
a free expansion experiment.

Imagine a container that is divided into two parts by a removable parti-
tion. Our gas is initially confined to one side of the container; the other side
contains a vacuum. The partition is suddenly removed, and the gas quickly
expands to fill the whole volume.

This is called “free expansion” of the gas. During free expansion, W = 0
(since the gas does not push against anything); also Q = 0 (since the ex-
pansion happens too rapidly for much heat to be exchanged with the sur-
roundings). Therefore, during free expansion the internal energy E of the
gas remains constant.

If we do free expansion on a gas that is nearly ideal, we find that its
temperature T does not change during the process.5

4We are using the same lower-case c to represent both ordinary and molar specific
heats. In practice, you should be able to figure out which one is meant in a given context.

5We present this as an experimental fact, and so it is, first observed by Joule. However,
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These facts have some remarkable implications. Let’s start with the third
one. The internal energy of the gas is a state function, a function of the
variables P , V and T . Because of the equation of state, we may calculate
P from the other two, and write that E = E(T, V ). In free expansion of an
ideal gas, the volume changes but both T and E remain the same. Therefore,
the internal energy of an ideal gas does not depend on the volume V that it
occupies. The internal energy only depends on temperature: E = E(T ).

This means that the lines of constant T on the PV plane (curves described
by PV = constant) are also the lines of constant internal energy E. Two
different states on the same line have the same E value of E.

We can determine the function E(T ) for an ideal gas, at least up to a
constant. Suppose we add heat Q to the ideal gas while holding V constant,
raising the temperature by ∆T . Since V is constant, no work is done by
the gas, so ∆E = Q. If the heat capacity is constant over this temperature
range, then

∆E

∆T
=

Q

∆T
= νcV . (12)

The function E(T ) must therefore be linear with the constant slope νcV .
That is,

E = νcV T + E0. (13)

The constant E0 is unknown, but it does not depend on any of the state
variables P , V and T .

it is actually possible to prove from the laws of thermodynamics that a gas obeying Equa-
tion 10 must have this property also. This derivation goes somewhat beyond our scope
here.
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Suppose the molar heat capacity cV were a function of temper-
ature: cV = cV (T ). The gas still obeys Equation 10 and its
temperature is still unchanged in free expansion. How does our
analysis change? What is the relation, analogous to Equation 13,
between cV (T ) and E(T )?

Not every PVT system is an ideal gas. In general, the energy content
depends both on the temperature T and on the volume V , perhaps in a
complicated way. But if our system happens to be an ideal gas, many things
become much simpler.

5 Expanding ideal gases

Suppose we have an ideal gas that expands from Vi to Vf , and that we arrange
for the temperature T to remain constant throughout the process. This is
an isothermal expansion of the gas. By the ideal gas law (Equation 10),
the pressure is P = νRT/V . The total work done during the expansion is
therefore

W =

∫

P
P dV

= νRT

∫ Vf

Vi

dV

V

= νRT ln

(
Vf
Vi

)
. (14)

This is a neat result. And because we know that E = E(T ), the internal
energy does not change during isothermal expansion. Therefore, Q = W .
Equation 14 also yields the heat input to the gas during isothermal expansion.

If we insulate the gas during its expansion, then Q = 0 and we say that
the process is adiabatic.6 Without the heat input, the gas loses internal
energy during the expansion, and its temperature decreases. The curve that
this system traces out in the PV plane, the adiabatic curve, descends more
steeply than an isothermal curve.

6The term adiabatic comes from the Greek word meaning, roughly, impenetrable. It
refers to the perfect insulation surrounding the system as the process takes place.
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Astonishingly, from what we have already said about ideal gases, we can
determine exactly what shape this adiabatic curve must have.

We assume that we have ν moles of an ideal gas whose molar heat capacity
cV = αR is a constant. The gas starts out with a volume V0 and a pressure
P0. When we expand it in an adiabatic way, the curve on the PV plane
follows a particular function P (V ). Our job is to deduce that function.

Suppose we have expanded the gas to some point X on this curve, where
the volume is V . Since the process is adiabatic, Q = 0. Thus the net change
in the internal energy is

∆E = −W = −
∫ V

V0

P (V ′)dV ′. (15)

(To avoid confusion, we have named out integration variable V ′. This quan-
tity varies between V0 and V .)

But there is a second process that would lead to the same final state.
First, the gas expands in an isothermal way from V0 to V . At the end of it
the gas has not arrived at point X; its pressure is still too high. So we then
cool the gas at constant volume until it reaches point X.

What is the change in energy along this second path? The first isothermal
stage does not change the internal energy at all: ∆E = 0. During the second
stage, W = 0. The gas temperature changes from T0 to T = P (V )V/νR, for
a net heat input of

∆E = Q = νcV ∆T

= ναR

(
P (V )V

νR
− T0

)

= αP (V )V − ναRT0.
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Here is diagram showing the two processes.

The two process start at the same state and end up at the same state; there-
fore, they must result in exactly the same change ∆E in the internal energy
of the system. Keeping careful track of the negative signs, this gives us

∫ V

V0

P (V ′)dV ′ = ναRT0 − αP (V )V. (16)

Each side of this equation is a function of the final volume V . The two
functions are equal, and therefore their derivatives are equal:

d

dV
(LHS) =

d

dV
(RHS).

The derivative is neat because it (a) “cancels” the integral in the left-hand
side and (b) eliminates the constant term on the right-hand side. We obtain

P (V ) = −αP (V )− αP ′(V )V. (17)

This is a differential equation7 that the function P (V ) must satisfy. Luckily,
this is one of those differential equations that we can actually solve.

The exact technique of our solution is not crucial, so the reader whose
eyes are about to glaze over is invited to skip on down to Equation 21, the
final result.

7That is, an equation involving one or more derivatives.
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First, we reorganize Equation 17 so that the derivative is one one side
and everything else is on the other.

(1 + α)P (V ) = −αP ′(V )V

−1 + α

α

P (V )

V
=

dP

dV
.

Now we regard the derivative as the ratio of tiny quantities dP and dV , and
separate things involving P and V . Letting γ = (1 + α)/α,

−γ dV
V

=
dP

P
. (18)

Now we integrate both sides, using

∫
dx

x
= ln x+ C.

−γ lnV + C = lnP. (19)

(The C contains both integration constants.) Exponentiating, we wind up
with

P (V ) = const× V −γ. (20)

This is the form of the adiabatic curve in the PV plane. The constant is
fixed by the requirement that P (V0) = P0 at the start of the process. It has
the value const = P0V

γ
0 .

It is not at all hard to confirm that Equation 20 is a solution to
our original equation for P (V ), Equation 17. (It is often easier
to certify a solution than to come up with it in the first place.)
You may wish to check this for yourself.

Another way to write the adiabatic function is to say that, on an adiabatic
curve,

PV γ = const. (21)

This makes for a nice analogy with PV = constant, the relation that describes
an isothermal curve.

The exponent γ = (1 + α)/α, which is related to the molar specific heat
cV = αR, determines the shape of the adiabatic curve for a gas.

• For helium we said that α = 3/2. This means that γ = 5/3.
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• For nitrogen (or air) we said that α = 5/2. This means that γ = 7/5.

Both of these are readily confirmed by experiment.

The PV plane is thus crisscrossed by two sets of downward-swooping
curves. The adiabatic curves are a bit steeper than the isothermal curves.
Any point in the PV plane can be identified by specifying on which isothermal
curve and which adiabatic curve it lies. They are like new “coordinates” for
the state space of the ideal gas.

The isothermal curves are labeled by temperature—or, for an ideal gas,
by the internal energy E of the gas. They form the energy “coordinate”. But
what quantity labels the adiabatic curves? What is the second coordinate,
the one that is constant in an adiabatic process?

6 Remarks

The derivation of Equation 21, the shape of the adiabatic curve for an ideal
gas, almost seems like magic. We began with just three observations about
ideal gases: the ideal gas law (Equation 10), the usually-valid assumption
that the molar specific heat cV is constant, and the fact that an ideal gas
does not change its temperature in free expansion.

From these meager and miscellaneous ingredients, we cooked up some
pretty amazing results. First, we showed that the ideal gas energy E = E(T ),
a function of the temperature alone. Then we derived an explicit formula
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for this function, Equation 13. And finally, we were able to derive the exact
shape of the curve traced out in the PV plane by an adiabatic (Q = 0)
expansion of an ideal gas. This was governed by the exponent γ, which has
a simple but highly non-obvious relationship to the ratio α = cV /R.

This is all the more remarkable because an ideal gas might be composed
of trillions of trillions of individual molecules in incredibly complex motion.
Presumably, the macroscopic behavior of the gas arises somehow from this
microscopic reality.8 Yet we did not have to worry about the microphysics to
get a rather detailed picture of the various transformations of an ideal gas.

How was all this possible? Everything that we have done is built upon
the First Law of Thermodynamics, the fact that ∆E = Q − W for any
process. This is the “engine” that makes it all work. There is no better
illustration of this than the derivation of the adiabatic law. We considered
two different processes connecting the same two states. The history variables
Q and W were different for the two processes, but ∆E—the change in the
internal energy, a state variable for the gas—had to be exactly the same. This
innocent-sounding, common-sense idea is actually an surprisingly powerful
principle.

8There is a whiff of this in the different values of the molar specific heat value: α = 3/2
for helium and α = 5/2 for nitrogen. This macroscopic difference must reflect some
microscopic difference between the substances.
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